








6.2 Properties of Sampled Sine and Cosine Values

In order to better understand the curious phenomenon of regularly-sampled sines and
cosines, we need to introduce the concept of vectors and dot products.

n-Vectors and Dot Products

A vector of length n, called a n-vector, is an ordered list of length n, denoted

u = (u1, u2, . . . , un).

If n = 2 or 3, we can interpret vectors graphically, as directed line segments starting at the
origin and ending at the associated line segment. See Figure 2 for examples of vectors when
n = 2 and n = 3.

u = (2, 3)

v = (−4, 1)

w = (1,−4)

3 4

5

(3, 4, 5)

Figure 2

The dot product of two n-vectors u = (u1, . . . , un) and v = (v1, . . . , vn), denoted u · v, is
given by

u · v = u1v1 + . . .+ unvn.

When n = 2, the square root of u ·u = u2
1 + u2

2 gives the length of the vector u. We call this
the norm of the vector, denoted ‖u‖, defined as

‖u‖ =
√

u · u =
√
u2

1 + u2
2.

We extend the concept of the norm as “length” of the vector for all values of n, with

‖u‖| =
√

u · u =
√
u2

1 + u2
2 + . . .+ u2

n.

The real question is, what does the dot product of u and v tell us about u and v? To
investigate this question, let’s look at some examples with n = 2.
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1 2 3 4 5

1

2

3

u = (2, 1)

v = (4, 2)

Figure 3

Example: Let u = (2, 1) and v = (4, 2), as in Figure 3. Find the norm of both u and v,
and then u · v.

‖u‖ =
√

22 + 12 =
√

5 ‖v‖ =
√

42 + 22 =
√

20 = 2
√

5

u · v = 2(4) + 1(2) = 8 + 2 = 10

Notice that, in this case, u · v = ‖u‖‖v‖.

Example: Let u = (2, 1) and v = (−2, 4), as in Figure 4. Find the norm of both u and v,

-3 -2 -1 1 2 3

1

2

3

4

5

u = (2, 1)

v = (−2, 4)

Figure 4

and then u · v.

‖u‖ =
√

22 + 12 =
√

5 ‖v‖ =
√

(−2)2 + 42 =
√

20 = 2
√

5

u · v = 2(−2) + 1(4) = −4 + 4 = 0

Notice that, in this case, u · v = 0.
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1 2 3

1

2

3

4

u = (2, 0)

v = (2, 2
√

3)

Figure 5

Example: Let u = (2, 0) and v = (2, 2
√

3), as in Figure 5. Find the norm of both u and v,
and then u · v.

‖u‖ =
√

22 + 02 =
√

4 = 2 ‖v‖ =

√
(2)2 + (2

√
3)2 =

√
4 + 12 =

√
16 = 4

u · v = 2(2) + 0(2
√

3) = 4

Notice that, in this case, u · v = 1
2
‖u‖‖v‖.

The examples give us a clue as to what the dot product is giving us. Let θ be the angle
between vectors u and v, and suppose that u · v gives us the product ‖u‖‖v‖ times some
function dependent upon θ; that is,

u · v = ‖u‖‖v‖f(θ).

In the first example, when θ = 0, we had

u · v = ‖u‖‖v‖f(0) = ‖u‖‖v‖

so f(0) = 1. In the second example, when θ = π
2
, we had

u · v = ‖u‖‖v‖f
(π

2

)
= 0,

so f(π
2
) = 0. In the last example, when θ = π

3
, we had

u · v = ‖u‖‖v‖f
(π

3

)
=

1

2
‖u‖‖v‖,

so f(π
3
) = 1

2
. Notice that the function f(θ) assumes the same values as the cosine function

for these three values. In fact, it can be shown (in a higher-level course) that

u · v = ‖u‖‖v‖ cos θ
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where θ is the angle between u and v. In fact, we can extend this result for n = 3 and higher
values, although it is hard to visualize for n > 3. Therefore, we can find the angle θ between
the vectors u and v using the formula

cos θ =
u · v
‖u‖‖v‖

.

This means that, if u · v = 0 (and neither vector has length 0), then the vectors u and v
are at right angles to each other (in some sense). In this case, we say that u and v are
orthogonal.

Vectors of Sampled Sine and Cosine Values

Consider the trigonometric functions

sin

(
2πn

N
t

)
and cos

(
2πn

N
t

)
. (2)

The period of sine and cosine functions of the form sin(ct) and cos(ct) is p = 2π
c

, so the
period of the functions in equations (2) is

p =
2π
2πn
N

= 2π · N
2πn

=
N

n
, for n 6= 0.

If we look at the functions over the interval [0, N ], then using the formula for the number of
oscillations given in equation (1), the oscillations over that interval will be

N
N
n

= N · n
N

= n.

Figure 6 shows the functions in equation (2) with N = 4, and then n = 0, 1, 2, 3, each
graphed over the interval [0, 4].

Let un be the vector formed by sampling cos

(
2πn

4
t

)
at the values t = 0, 1, 2, 3, and let

vn be the analogous vector formed by sampling sin

(
2πn

4
t

)
, for n = 0, 1, 2, 3. That means

that
u0 = (1, 1, 1, 1) v0 = (0, 0, 0, 0)

u1 = (1, 0,−1, 0) v1 = (0, 1, 0,−1)
u2 = (1,−1, 1,−1) v2 = (0, 0, 0, 0)
u3 = (1, 0,−1, 0) v3 = (0,−1, 0, 1).

The sampled values are shown in Figure 6. Notice that

• v0 = v2 = 0,

• u1 = u3, while v1 = −v3, and

• any two vectors from the set B = {u0,u1,u2,v1} are orthogonal.
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cos

(
2πn

4
t

)
sin

(
2πn

4
t

)
n = 0

1 2 3 4

-1

1

1 2 3 4

-1

1

n = 1

1 2 3 4

-1

1

1 2 3 4

-1

1

n = 2

1 2 3 4

-1

1

1 2 3 4

-1

1

n = 3

1 2 3 4

-1

1

1 2 3 4

-1

1

Figure 6

Furthermore, I maintain that we can build any 4-vector with the vectors in B, and I can
prove it.
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Consider the 4-vector (a, b, c, d), where a, b, c, and d are real numbers. Then

a+ b+ c+ d

4
u0 +

a− c
2

u1 +
a− b+ c− d

4
u2 +

b− d
2

v1

=
a+ b+ c+ d

4
(1, 1, 1, 1) +

a− c
2

(1, 0,−1, 0)

+
a− b+ c− d

4
(1,−1, 1,−1) +

b− d
2

(0, 1, 0,−1).

The first component is

a+ b+ c+ d

4
+
a− c

2
+
a− b+ c− d

4
=
a+ 2a+ a

4
+
b− b

4
+
c− 2c+ c

4
+
d− d

4
= a.

The second component is

a+ b+ c+ d

4
− a− b+ c− d

4
+
b− d

2
=
a− a

4
+
b+ b+ 2b

4
+
c− c

4
+
d+ d− 2d

4
= b.

The third component is

a+ b+ c+ d

4
− a− c

2
+
a− b+ c− d

4
=
a− 2a+ a

4
+
b− b

4
+
c+ 2c+ c

4
+
d− d

4
= c.

The fourth and last component is

a+ b+ c+ d

4
− a− b+ c− d

4
− b− d

2
=
a− a

4
+
b+ b− 2b

4
+
c− c

4
+
d+ d+ 2d

4
= d.

There is nothing unique about the number “4”. The properties we have demonstrated
above for N = 4 hold for all positive integers N . You will investigate other cases in the
exercises.

6.2 Exercises

1) Find the length of the following vectors.

a)

(
3,

9√
5

)
b) (1,−2, 3)

c)
(√

3,
√

5,
√

7
)

d) (1,−1, 1,−1, 1,−1)

2) Graph each of the following pairs of vectors and determine visually whether they are
orthogonal (at right angles). Make sure that your aspect ratio is set so that units are the
same length in both the horizontal and vertical directions. Then calculate the dot product
of the two vectors to whether or not they are orthogonal.

a)

(
3,

9√
5

)
and

(
3,−
√

5
)

b) (1,−1.1) and (11, 3π)

c)
(√

3,
√

5,
√

7
)

and (−1,−1, 1.5) d) (1,−1, 1) and

(
1

2
, 1,

1

2

)
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3) Find the measure in radians (rounded to two decimal places) of the angle between the
following pairs of vectors.

a) (1, 0) and (1, 1) b) (1, 1) and (1, 2)

c) (1, 2, 3) and (−1, 2,−1) d) (2, 0, 0) and (1, 1, 1)

4) Verify the claim from the N = 4 example in the chapter – that any pair of vectors from
the set B = {u0,u1,u2,v1}, where

u0 = (1, 1, 1, 1), u1 = (1, 0,−1, 0),
u2 = (1,−1, 1,−1), and v1 = (0, 1, 0,−1),

are orthogonal.

5) Let un be the vector formed by sampling cos

(
2πn

3
t

)
at the values t = 0, 1, 2, and let

vn be the analogous vector formed by sampling sin

(
2πn

3
t

)
, for n = 0, 1, 2.

a) Find the exact values of the vectors un and vn for n = 0, 1, 2. Find a set B of three of
these vectors so that any pair of vectors in the set will be orthogonal.

b) Find coefficients for each of the vectors in B so that their sum equals (a, b, c).

6) Let un be the vector formed by sampling cos

(
2πn

6
t

)
at the values t = 0, 1, 2, 3, 4, 5,

and let vn be the analogous vector formed by sampling sin

(
2πn

6
t

)
, for n = 0, 1, 2, 3, 4, 5.

a) Find the exact values of the vectors un and vn for n = 0, 1, 2, 3, 4, 5.

b) Show that any pair of vectors from the set B = {u0,u1,u2,u3,v1,v2} are orthogonal.

c) Let w = (a, b, c, d, e, f), and let

k0 =
w · u0

u0 · u0

, k1 =
w · u1

u1 · u1

, k2 =
w · u2

u2 · u2

,

k3 =
w · u3

u3 · u3

, k4 =
w · v1

v1 · v1

, k5 =
w · v2

v2 · v2

.

Calculate each of these coefficients exactly.

d) Verify component by component that

k0u0 + k1u1 + k2u2 + k3u3 + k4v1 + k5v2 = w.
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6.3 Discrete Fourier Transform

In 1807, French mathematician Baron Jean Baptiste Joseph Fourier (1768–1830) specu-
lated that any function f(x) defined over the interval (c, c+p) could be written as an infinite
series of sine and cosine functions of different frequencies; that is,

f(x) = a0 +
∞∑
n=1

[
an cos

(
2πnx

p

)
+ bn sin

(
2πnx

p

)]
,

for some constants a0, an, and bn for n = 1, 2, . . . . We call this type of infinite trigonometric
series a Fourier series. Figure 7 shows finite sum approximations of the Fourier series for
a particular function, and how it converges to the function as we add more terms. For a
full illustration of this process, see the animation Fourierseries.mov on the class webpage.
The constants a0, an, and bn are easily defined, but can be difficult to calculate in practice.

-1 -0.5 0.5 1

0.5

1

-1 -0.5 0.5 1

0.5

1

-1 -0.5 0.5 1

0.5

1

-1 -0.5 0.5 1

0.5

1

Figure 7: Partial Fourier series of f(x) = |x| on [−1, 1], with 1 term (top left),
2 terms (top right), 3 terms (bottom left), and 4 terms (bottom right).

Calculus is required, and sometimes the calculus problems generated are not explicitly solv-
able. The process of finding these coefficients for the trigonometry functions is called the
Fourier transform. We also have the issue (illustrated in Fourierseries.mov) that in order
to exactly reproduce the function f(x), many times we need the entire infinite number of
terms.
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However, there is a discrete version of the Fourier transform that uses only a finite number
of points, sampled at regular intervals from the different period (hence, different frequency)
sine and cosine functions. Let {yk}N−1

k=0 be a sequence of regularly-spaced y-values. Then

yk = a0 +
N−1∑
n=1

[
an cos

(
2πn

N
k

)
+ bn sin

(
2πn

N
k

)]
, (3)

where

an =
1

N

N−1∑
k=0

yk cos

(
2πk

N
n

)
and bn =

1

N

N−1∑
k=0

yk sin

(
2πk

N
n

)
(4)

for n = 0, 1, . . . , N − 1. (Notice that, by definition, b0 = 0.) If we think of y as a N -vector

of the yk values, and un and vn as N -vectors where the kth component is cos

(
2πk

N
n

)
and

sin

(
2πk

N
n

)
, respectively, then we can think of an and bn defined in equation (4) in terms

of dot products:

an =
1

N
(y · un) and bn =

1

N
(y · vn). (5)

In the next few examples, we will let N = 8, meaning that

u0 = (1, 1, 1, 1, 1, 1, 1, 1), v0 = (0, 0, 0, 0, 0, 0, 0, 0),

u1 =
(

1, 1√
2
, 0,− 1√

2
,−1,− 1√

2
, 0, 1√

2

)
, v1 =

(
0, 1√

2
, 1, 1√

2
, 0,− 1√

2
,−1,− 1√

2

)
,

u2 = (1, 0,−1, 0, 1, 0,−1, 0), v2 = (0, 1, 0,−1, 0, 1, 0,−1),

u3 =
(

1,− 1√
2
, 0, 1√

2
,−1, 1√

2
, 0,− 1√

2

)
, v3 =

(
0, 1√

2
,−1, 1√

2
, 0,− 1√

2
, 1,− 1√

2

)
,

u4 = (1,−1, 1,−1, 1,−1, 1,−1), v4 = (0, 0, 0, 0, 0, 0, 0, 0),

u5 =
(

1,− 1√
2
, 0, 1√

2
,−1, 1√

2
, 0,− 1√

2

)
, v5 =

(
0,− 1√

2
, 1,− 1√

2
, 0, 1√

2
,−1, 1√

2

)
,

u6 = (1, 0,−1, 0, 1, 0,−1, 0), v6 = (0,−1, 0, 1, 0,−1, 0, 1),

u7 =
(

1, 1√
2
, 0,− 1√

2
,−1,− 1√

2
, 0, 1√

2

)
, v7 =

(
0,− 1√

2
,−1,− 1√

2
, 0, 1√

2
, 1, 1√

2

)
.

Notice that

• v0 = v4 = 0,

• u1 = u7, u2 = u6, and u3 = u5, and

• v1 = −v7, v2 = −v6, and v3 = −v5.

It can be verified (see the exercises) that any two distinct elements of the set

B = {u0,u1,u2,u3,u4,v1,v2,v3}

are orthogonal.
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Example: Let y be the vector where the kth entry is yk = 1
4
k(8− k); that is,

y =

(
0,

7

4
, 3,

15

4
, 4,

15

4
, 3,

7

4

)
,

as shown in Figure 8. Calculate the Fourier coefficients a0, an, and bn, n = 1, . . . , 7.

1 2 3 4 5 6 7 8

1

2

3

4

Figure 8: The original data.

a0 =
1

8
(y · u0) =

1

8

(
0,

7

4
, 3,

15

4
, 4,

15

4
, 3,

7

4

)
· (1, 1, 1, 1, 1, 1, 1, 1) =

21

8

1 2 3 4 5 6 7 8

1

2

3

4

Figure 9: Partial reconstruction with n = 0.

a1 =
1

8
(y ·u1) =

1

8

(
0,

7

4
, 3,

15

4
, 4,

15

4
, 3,

7

4

)
·
(

1,
1√
2
, 0,− 1√

2
,−1,− 1√

2
, 0,

1√
2

)
= −2 +

√
2

4

a7 =
1

8
(y · u7) = −2 +

√
2

4
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b1 =
1

8
(y · v1) =

1

8

(
0,

7

4
, 3,

15

4
, 4,

15

4
, 3,

7

4

)
·
(

0,
1√
2
, 1,

1√
2
, 0,− 1√

2
,−1,− 1√

2

)
= 0

b7 =
1

8
(y · v7) = 0

1 2 3 4 5 6 7 8

1

2

3

4

Figure 10: Partial reconstruction with n = 0, 1, and n = 7.

a2 =
1

8
(y · u2) =

1

8

(
0,

7

4
, 3,

15

4
, 4,

15

4
, 3,

7

4

)
· (1, 0,−1, 0, 1, 0,−1, 0) = −1

4

a6 =
1

8
(y · u6) = −1

4

b2 =
1

8
(y · v2) =

1

8

(
0,

7

4
, 3,

15

4
, 4,

15

4
, 3,

7

4

)
· (0, 1, 0,−1, 0, 1, 0,−1) = 0

b6 =
1

8
(y · v6) = 0

1 2 3 4 5 6 7 8

1

2

3

4

Figure 11: Partial reconstruction with n = 0, 1, 2, and n = 6, 7.
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a3 =
1

8
(y ·u3) =

1

8

(
0,

7

4
, 3,

15

4
, 4,

15

4
, 3,

7

4

)
·
(

1,− 1√
2
, 0,

1√
2
,−1,

1√
2
, 0,− 1√

2

)
=
−2 +

√
2

4

a5 =
1

8
(y · u5) =

−2 +
√

2

4

b3 =
1

8
(y · v2) =

1

8

(
0,

7

4
, 3,

15

4
, 4,

15

4
, 3,

7

4

)
·
(

0,
1√
2
,−1,

1√
2
, 0,− 1√

2
, 1,− 1√

2

)
= 0

b5 =
1

8
(y · v5) = 0

1 2 3 4 5 6 7 8

1

2

3

4

Figure 12: Partial reconstruction with n = 0, 1, 2, 3, and n = 5, 6, 7.

a4 =
1

8
(y · u3) =

1

8

(
0,

7

4
, 3,

15

4
, 4,

15

4
, 3,

7

4

)
· (1,−1, 1,−1, 1,−1, 1,−1) = −1

8

b4 =
1

8
(y · v2) =

1

8

(
0,

7

4
, 3,

15

4
, 4,

15

4
, 3,

7

4

)
· (0, 0, 0, 0, 0, 0, 0, 0) = 0

Figure 13 shows the difference between a continuous match to a curve and a discrete
match to the data.

Example: Let y be the vector where the kth entry is yk = 2
√

2 sin

(
3π

4
k − π

6

)
; that is,

y =
(
−
√

2, 1 +
√

3,−
√

6,−1 +
√

3,
√

2,−1−
√

3,
√

6, 1−
√

3
)
,

as shown in Figure 14. Calculate the Fourier coefficients a0, an, and bn, n = 1, . . . , 7.
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1 2 3 4 5 6 7 8

1

2

3

4

Figure 13: Full reconstruction.

1 2 3 4 5 6 7 8

-3

-2-2

1

2

3

Figure 14: The original data.

a0 =
1

8
(y · u0) =

1

8
y · (1, 1, 1, 1, 1, 1, 1, 1) = 0

a1 =
1

8
(y · u1) =

1

8
y ·
(

1,
1√
2
, 0,− 1√

2
,−1,− 1√

2
, 0,

1√
2

)
= 0

a7 =
1

8
(y · u7) = 0

b1 =
1

8
(y · v1) =

1

8
y ·
(

0,
1√
2
, 1,

1√
2
, 0,− 1√

2
,−1,− 1√

2

)
= 0

b7 =
1

8
(y · v7) = 0

a2 =
1

8
(y · u2) =

1

8
y · (1, 0,−1, 0, 1, 0,−1, 0) = 0

a6 =
1

8
(y · u6) = 0

b2 =
1

8
(y · v2) =

1

8
y · (0, 1, 0,−1, 0, 1, 0,−1) = 0
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b6 =
1

8
(y · v6) = 0

a3 =
1

8
(y · u3) =

1

8
y ·
(

1,− 1√
2
, 0,

1√
2
,−1,

1√
2
, 0,− 1√

2

)
= − 1√

2

a5 =
1

8
(y · u5) = − 1√

2

b3 =
1

8
(y · v2) =

1

8
y ·
(

0,
1√
2
,−1,

1√
2
, 0,− 1√

2
, 1,− 1√

2

)
=

√
3

2

b5 =
1

8
(y · v5) = −

√
3

2

a4 =
1

8
(y · u3) =

1

8
y · (1,−1, 1,−1, 1,−1, 1,−1) = 0

b4 =
1

8
(y · v2) =

1

8
y · (0, 0, 0, 0, 0, 0, 0, 0) = 0

1 2 3 4 5 6 7 8

-3

-2

-1

1

2

3

Figure 15: Full reconstruction.

This is a very interesting case, because, without the dashed line in Figure 14, the data
would look random. However, if we take our Fourier coefficients, consider them as points

(an, bn), n = 0, 1, . . . , 7, and then look at the distances from the origin cn =
√
an2 + bn

2,
n = 0, 1, . . . , 7, we get a data set with only two nonzero values:

{c0, c1, c2, c3, c4, c5, c6, c7} = {0, 0, 0,
√

2, 0,
√

2, 0, 0}.

If we graph this data relative to n, we get the graph shown in Figure 16, called the power
spectrum of the original data. Each value of n ≤ N

2
corresponds to a number of oscillations

that is represented in the data. Since an = aN−n and bn = −bN−n for n = 1, . . . , N − 1, then
the power spectrum (with c0 omitted) is symmetric about n = N

2
. Also, since un = uN−n

and vn = −vN−n, the values at n > N
2

actually correspond to the reflected number of
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Figure 16: Power spectrum of the data in the second example.

oscillations below n < N
2

. In our example, we have
√

2 +
√

2 = 2
√

2 in amplitude of sines
and cosines present in the signal that oscillate 3 times over the interval, which corresponds

to the function yk = 2
√

2 sin

(
3π

4
k − π

6

)
that generated the data.

6.3 Exercises

1) Verify that the set B = {u0,u1,u2,u3,u4,v1,v2,v3} from the N = 8 example in this
section is orthogonal. (This involves 28 separate dot products, so you may wish to automate
the process in some way. Either show all of your work if done by hand, or give a print-out
if completed by computer.)

Using the vectors u0, . . . ,u7 and v0, . . . ,v7 from the N = 8 example in this section, perform
the following operations in problems 2) through 5) for the given data vector y.

a) Find the Fourier coefficients a0, . . . , a7 and b0, . . . , b7. (Remember, there are some
redundancies here, so there are less than 16 dot products to calculate.)

b) Generate the power spectrum cn =
√
a2
n + b2n, n = 0, . . . , 7, and graph the values.

2) y = (5, 5, 5, 5, 5, 5, 5, 5)

3) y =

(
0,

√
2−
√

2

2
,

√
2

2
,

√
2 +
√

2

2
, 1,

√
2 +
√

2

2
,

√
2

2
,

√
2−
√

2

2

)

4) y = (0, 7, 8, 5, 0,−5,−8,−7)

5) y = (0, 1, 2, 3, 4, 5, 6, 7)
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6) Let un be the vector formed by sampling cos

(
2πn

6
t

)
at the values t = 0, 1, 2, 3, 4, 5,

and let vn be the analogous vector formed by sampling sin

(
2πn

6
t

)
, for n = 0, 1, 2, 3, 4, 5.

(See problem 6) in section 5.2.) Use the vectors to find the Fourier coefficients and power
spectrum for the data vector

y =

(√
2

2
,

√
6−
√

2

4
,−
√

6 +
√

2

4
,

√
2

2
,

√
6−
√

2

4
,−
√

6 +
√

2

4

)
.

7) Use the same un and vn as in problem 6) to find the Fourier coefficients and power
spectrum for the data vector

y =

(
1

2
,
1

2
,−1,

1

2
,
1

2
,−1

)
.

How does the power spectrum for this set of data compare to the power spectrum to the
data in the previous problem?
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6.4 Finding Frequencies

From the last section, we saw that the presence of nonzero n and N−n Fourier coefficients
from a set of data means that the data, or signal, has components that can be generated by
sampling a sine and/or cosine curves that oscillate n cycles over the length of the sample.
We can use this technology to help us analyze, alter, and filter sound signals.

Let’s demonstrate how this works. On the class webpage, you will find a sound file
dchord.wav and a Mathematicar file frequencies.nb. Download both files to the desktop
of your computer. After entering the initial command to set the correct directory, we can
import the sound file data into Mathematicar using the command

data = Import[“dchord.wav”, “Data”][[1]];

This is a recording of a D-chord that was created in Mathematicar, by sampling the function

f(t) = cos(146.8 ∗ 2πt) + cos(220 ∗ 2πt) + cos(293.7 ∗ 2πt) + cos(370 ∗ 2πt)

at t = 0,
1

44100
, . . . ,

44099

44100
. To hear the chord, use the command

ListPlay[data, SampleRate → 44100, PlayRange → All]

and hit the “play” button. To see the data over the first 0.02 seconds, use the command

ListPlot[data, Joined → True, PlotStyle → {Blue,Thick},
PlotRange → {{1,882},All}, AxesOrigin → {1,0}] .

(Do not put the period – it only marks the end of the sentence.) The graph is shown on the
left in Figure 17.

Figure 17: D-chords (synthesizer on the left, guitar on the right)

Mathematicar has a built-in command that will generate the Fourier coefficients for a
signal:

fcoef = Fourier[data, FourierParameters → {−1,1}]; .

Then, to view the power spectrum (which is shown on the left in Figure 18), use the com-
mands
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pts=Table[{k-1,Abs[fcoef[[k]]]}, {k,44100}];
ListPlot[pts, Joined → True, PlotStyle → {Blue,Thickness[.002]},

PlotRange → {{0, 800},All},
Ticks → {{146.8, 220, 293.7, 370}, Automatic}] .

Figure 18

Notice that the power spectrum of the D-chord signal has peaks located at (or near) 146.8,
220, 293.7, and 370. These are the frequencies (in Hz) of the notes in the chord.

Now, let’s repeat this exercise with the sound file dchord guitar.wav. The raw data
over the first 0.02 seconds is shown on the right in Figure 17, and looks nothing like the
synthesizer D-chord on the left in that same figure. However, when we look at the power
spectrum (shown on the right in Figure 18), we can still see peaks at the same locations,
with some clutter between those peaks, plus some other regularly-spaced peaks of higher
frequencies. These are called overtones, and are frequently (no pun intended) found in tones
produced by stringed instruments. The difference between the two sounds is analogous to
the difference in cartoon images and photographs. The synthesized sound has no overtones
or texture that we find in the sound generated by the guitar.

It is important to point out that, in both of the examples shown above, the peaks occurred
at the frequencies of the notes of the chord because the signal was exactly one second in
duration. Run the same analysis on the sound file dchord twosec.wav and note that the
peaks are now located at 293.6, 440, 587.4, and 740. We have to remember that the discrete
Fourier transform is measuring the number of oscillations over the length of the signal. If
we know the duration of the signal, then we can find the frequency of the notes in the signal
in hertz by dividing the peak locations by the length in seconds of the signal.

There is some additional Mathematicar code provided in the file frequencies.nb to help
find the location of the peaks in the power spectrum. The command hertz[low,high,time]
will locate the greatest value of the power spectrum on the interval [low, high], and will divide
the location of that peak by the length of the sound duration in seconds. The command
tone[htz] will play a 3-second tone at the frequency htz, so you can listen to see if the pitch
is present in the sound file.

To show how these sound signals differ from just standard noise, let’s run the same
example with the sound file noise.wav, which was collected in a noisy classroom. The data
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over a 0.02 second interval in this signal is shown on the left in Figure 19. Notice that the
data really does not look that different from the data for the D-chords shown in Figure 17.
However, if we take the Fourier transform of the data and look at the power spectrum, then
we get the graph shown at right in Figure 19, which has no prominent peaks like the ones
we saw in Figure 18.

Figure 19

Although the raw data for the music and the noise look almost indistinguishable, we
can now look at the power spectrum, and tell immediately which is melodic and which is
not. The homework for this section will ask you to analyze several different sound files using
Mathematicar to determine if the sound is musical in nature, and, if so, which frequencies
are represented in the signal.

6.4 Exercises

Use the code in the file frequencies.nb to analyze the sound samples provided on the class
webpage. Determine if the sample has any dominant frequencies, and if so, what they are.

1) ex1.wav 2) ex2.wav

3) ex3.wav 4) ex4.wav

5) ex5.wav 6) ex6.wav

7) ex7.wav 8) ex8.wav

9) ex9.wav 10) ex10.wav
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6.5 Changing Frequencies

Let’s consider a sampling of length 16 from the function

f(x) = 2−
x
4 cos

(
2π

16
4x

)
,

with x = 0, . . . , 15, shown on the left in Figure 20. The data reflects the decay that you

5 10 15

-1.0

-0.5

0.5

1.0

0 2 4 6 8 10 12 14

0.05

0.10

0.15

0.20

0.25

Figure 20

would normally see in the loudness of a tone when played on a guitar or a standard piano,
for example. The power spectrum of the signal is shown on the right in Figure 20, and shows
that the signal has a predominant frequency of 4, as indicated by the symmetric (about
n = 8) peaks at n = 4 and n = 16− 4 = 12.

Now, let’s repeat this exercise with a sampling of length 16 from the function

f(x) = 2−
x
4 cos

(
2π

16
4x

)
,

with x = 0, . . . , 15, shown on the left in Figure 21. The power spectrum of this signal is
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Figure 21

shown on the right in Figure 21, and shows that the signal has a predominant frequency of
2, as indicated by the symmetric peaks at n = 2 and n = 16− 2 = 14.
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Notice that the second signal was at roughly half the frequency of first one, and this
halving is demonstrated by halving the n values in the first spectrum on the left of n = 8,
and then producing the reflection across n = 8, to get the second spectrum. If the signals
were sounds, the second signal would be one octave lower than the first one. This gives us
a hint as to how we could take a sound signal and lower the tone by one octave.

Let {an}N−1
n=0 and {bn}N−1

n=1 be the Fourier coefficients for the higher frequency signal of
length N , where N is divisible by 4. Let’s try to construct Fourier coefficients ãn and b̃n for
a one-lower-octave signal by doing the following:

1. let ã0 = a0 (leaves the constant term alone);

2. if √
a2n−1

2 + b2n−1
2 >

√
a2n

2 + b2n
2

then we let ãn = a2n−1 and b̃n = b2n−1, else let ãn = a2n and b̃n = b2n, for n = 1, . . . ,
N

4
(moves the higher of each pair of the non-zero frequency terms over halfway to the
left);

3. let ãn = aN
2

and b̃n = bN
2

for n =
N

4
+ 1, . . . ,

N

2
(fills in with the middle value); and

4. let ãn = ãN−n and b̃n = −b̃N−n for n =
N

2
+ 1, . . . , N − 1 (creates a symmetric right

side of the graph).

We have a sound sample lalala.wav on the class webpage of someone with a high-pitched
voice saying “la” nine times. Using code found in the Mathematicar file lowerfrequency.nb,
we can import this sound and perform a Fourier transform on the sound data. The first 5000
components of the power spectrum for this sample are shown on the left in Figure 22. The

Figure 22

right graph is of the first 5000 components of the new power spectrum created by running
the above algorithm. We can turn the Fourier coefficients back into a sound signal by using
the Mathematicar command

recon = Re[InverseFourier[altered, FourierParameters → {−1,1}]
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When we listen to this reconstructed signal, we have lowered the tone by one octave. How-
ever, we have also lowered the frequency of the “la’s” by one-half as well.

What we have neglected to consider is that words and other intermittent sounds have a
frequency in the signal as well. In order to say exactly the same thing with a lowered octave,
we need to break the signal up into disjoint “windows”. The idea is that over a small window,
there are no words being conveyed, just a tone. Your digital camera uses basically the same
trick, splitting your digital pictures into “pixels”. We can try the same algorithm, just
applying it separately over each window. The Mathematicar code for this repeated looping
through the data, 2000 data values at a time, is included in lowerfrequency.nb. The first
5000 components of the power spectrum for this new signal are shown in Figure 23. The
sound file lowlalala.wav showing the results of applying the algorithm to small windows is
on the class webpage.

Figure 23: Original power spectrum on the left, altered on the right.

6.5 Exercises

Use the code in the file lowerfrequency.nb to lower the sound samples provided on the
class webpage by one octave. Run both the first and second blocks of code and note the
effectiveness of each method.

1) ex1.wav 2) ex3.wav

3) ex6.wav 4) ex7.wav

5) ex8.wav 6) ex11.wav
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6.6 Removing Frequencies

One of the most common uses of the discrete Fourier transform is filtering unwanted noise
out of sound signals, by removing nonzero coefficients that correspond to higher frequencies.
The Mathematicar file filtering.nb on the class webpage contains code that will allow us
to filter sound samples.

Let’s start with the sound file singing.wav, also on the class webpage. We may im-
port that signal into Mathematicar, and generate the power spectrum, which is shown in
Figure 24.

Figure 24

Now let’s load in the sound file singing static.wav, also on the class webpage, which is
identical to the previous file except that a large amount of static has been added. The power
spectrum is shown in Figure 25. Notice the difference in this graph compared to Figure 24.
The static shows up in the spectrum as high frequencies, near the symmetry line of the
graph, lying over the top of the original signal.

Suppose that we did not have the original signal to compare to, and we wanted to remove
as much of the static from the signal as possible. Let’s zero-out all of the Fourier coefficients
from 13001 to its symmetric location on the right of the graph by setting cutoff = 13000;
that is, let

an = bn = 0 for n = 13001, . . . , N − 13001.

The new power spectrum is shown in Figure 26. It is clear that we have not removed all of
the effects of the static, but hopefully we will have removed a great deal of it. Execute the
code in filtering.nb, and hear the effects yourself.

The static in the signal was generated by adding Gaussian white noise to the original
data. Gaussian noise is among the toughest noise to remove from a signal. Let’s try an easier
example. The sound file singing whistle.wav has the same song being sung, but this time
there is a whistle blowing in the background. The power spectrum is shown in Figure 27.
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Figure 25

Figure 26

Figure 27
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The innermost large peak (around n = 17000) and its twin on the right are caused by the
high frequency of the whistle. If we again zero out the high-frequency Fourier coefficients,
we stand a chance of being able to remove the sound of the whistle from the reconstructed
signal. Figure 28 shows the new spectrum with the coefficients zeroed-out from n = 13000
on to its symmetric value on the right side of the graph. Reconstruct the altered Fourier

Figure 28

coefficients to hear the results.

6.6 Exercises

Use the code in the file filtering.nb to analyze the sound samples provided on the class
webpage. Determine the best cutoff level to produce a filtered sound file without noise,
whistles, etc.

1) ex12.wav 2) ex13.wav

3) ex14.wav 4) ex15.wav

5) ex16.wav 6) ex17.wav

7) ex18.wav 8) ex19.wav
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6.7 Review: What have we learned (or relearned)?

Definition: Sound Sound is a pressurized wave through a medium, that is interpreted by
our ears as speech, music, noise, etc.

Definition: Transversal Waves A transversal wave occurs in strings and surfaces, at a
right angle to the surface.

Definition: Longitudinal Waves Longitudinal waves occur through mediums, parallel to
the movement of the wave through the medium.

Definition: Sound Volume The amplitude of the sine or cosine will correspond to the
loudness of the sound.

Definition: Sound Frequency The frequency is the number of oscillations of the sound
wave over a period of time, typically measured in hertz (Hz), or cycles per second. The
frequency of a sound wave corresponds to the pitch of the sound. The frequency F of a sound
wave is inversely proportional to the period p of the sine or cosine; that is

F =
1

p
.

The number of oscillations of a sound wave of frequency F over a time interval of T seconds
is FT .

Definition: n-Vectors A vector of length n, called a n-vector, is an ordered list of length
n, denoted

u = (u1, u2, . . . , un).

Definition: Dot Products The dot product of two n-vectors u = (u1, . . . , un) and v =
((v1, . . . , vn), denoted u · v, is given by

u · v = u1v1 + . . .+ unvn.

Definition: Norm of a Vector The norm of the vector, denoted ‖u‖, is defined as

‖u‖| =
√

u · u =
√
u2

1 + u2
2 + . . .+ u2

n.

Theorem: Angle Between Two Nonzero Vectors The angle θ between the nonzero
vectors u and v is given by

cos θ =
u · v
‖u‖‖v‖

.

Definition: Orthogonal Vectors Two nonzero vectors u and v are said to be orthogonal
if u · v = 0.
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Theorem: Discrete Fourier Transform Let {yk}N−1
k=0 be a sequence of regularly-spaced

y-values. Then

yk = a0 +
N−1∑
n=1

[
an cos

(
2πn

N
k

)
+ bn sin

(
2πn

N
k

)]
,

where

an =
1

N

N−1∑
k=0

yk cos

(
2πk

N
n

)
and bn =

1

N

N−1∑
k=0

yk sin

(
2πk

N
n

)
for n = 0, 1, . . . , N − 1. (Notice that, by definition, b0 = 0.) If we think of y as a N-vector

of the yk values, and un and vn as N-vectors where the kth component is cos

(
2πk

N
n

)
and

sin

(
2πk

N
n

)
, respectively, then we can think of an and bn defined in equation (4) in terms

of dot products:

an =
1

N
(y · un) and bn =

1

N
(y · vn).

The Fourier coefficients are symmetric about n =
N

2
. Converting the an and bn back into yk

is called the inverse Fourier transform.

Definition: Power Spectrum of a Signal After taking the discrete Fourier transform of
a signal {yk}N−1

k=0 (generating the Fourier coefficients an and bn for n = 0, . . . , N − 1, let

cn =
√
an2 + bn

2 for n = 0, . . . , N − 1.

Then the sequence {cn}N−1
n=0 is called the power spectrum of the signal. The graph of the power

spectrum is symmetric about n =
N

2
, and the nth component gives a measure of how much

of the signal is of sines and cosines oscillating n times over the length of the signal.

Review Exercises

1) Find the amplitude and period of the following sine and cosine functions. Assuming the
curves represent sound waves and t is measured in seconds, find the frequency in hertz of
each of the following, and find the number of oscillations over the given time span.

a) 3 sin (6πt); 2 seconds b) cos (20000t); 12 seconds

2) Find the measure in radians (rounded to two decimal places) of the angle between the
following pairs of vectors. Determine whether the vectors are orthogonal.

a)

(
2,

1

2

)
and

(
−2,

1

2

)
b) (2, 1, 3) and (−2, 1, 1)
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3) Let un be the vector formed by sampling cos

(
2πn

6
t

)
at the values t = 0, 1, 2, 3, 4, 5,

and let vn be the analogous vector formed by sampling sin

(
2πn

6
t

)
, for n = 0, 1, 2, 3, 4, 5.

a) Find the exact values of the vectors un and vn for n = 0, 1, 2, 3, 4, 5.

b) Find the Fourier coefficients a0, . . . , a5 and b0, . . . , b5 for the signal y = (0, 1, 2, 3, 2, 1).
(Remember, there are some redundancies here, so there are less than 12 dot products to
calculate.)

c) Generate the power spectrum cn =
√
a2
n + b2n, n = 0, . . . , 5, and graph the values.

4) Use the code in the file frequencies.nb to analyze the sound samples provided on the
class webpage. Determine if the sample has any dominant frequencies, and if so, what they
are.

a) ex20.wav b) ex21.wav

5) Use the code in the file lowerfrequency.nb to lower the sound samples provided on
the class webpage by one octave. Run both the first and second blocks of code and note the
effectiveness of each method.

a) ex22.wav b) ex23.wav

6) Use the code in the file filtering.nb to analyze the sound samples provided on the class
webpage. Determine the best cutoff level to produce a filtered sound file without noise,
whistles, etc.

a) ex24.wav b) ex25.wav
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